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Test-Time
Collective Action

proxy-based perturbations for correcting
algorithmic harms

Imagine a photo app with an image

classifier that labels cats as dog far more

often than the inverse.

Cats are systematically
misclassified.
This represents a quality-of-service harm

(Shelby et al., 2023) where the system

performs well for most users but

disproportionately under-performs for

particular groups.

Who fixes these issues currently? Usually,

the platform, by changing the data, the

training, or the outputs (Caton & Haas,

2024). What happens when platforms

doesn't want to, or cannot fix these issues?
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What is Algorithmic
Collective Action (ACA)?
Hardt et al. (2023) introduce algorithmic

collective action (ACA) where the collective

executes an algorithmic strategy,

instructing each participant how to modify

their own data to achieve a collective goal.

α · the
collective

everyone else

goal Plant a signal: The users want to

teach the model that images with

paw marks belong to the "cat"

class.
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How does ACA work?
1. Users agree

on a shared

signal (In this

case, a tiny

paw mark).

2. Every cat

photo they

share carries it.

3. The platform

retrains on that

data. (if it does)

4. The model

may learn: paw

mark → cat.

the catch is step 3. Users can't make the

platform retrain. Scraped data can't be

revised, and trainers can wait for a model

that resists it (Radiya-Dixit et al., 2022).
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Where is this work
situated in terms of
current literature?

training test

Pre- & in-

processing

fairness

Post-processing ·

FAAP (Wang et

al., 2022)

ACA · data

leverage · data-

poisoning

protections

#DeclineNow

(Sigg et al., 2025)

· TTCA (this work)
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TTCA - Test time
collective action
Correcting a frozen model from
outside the training loop

1. pool queries
Each member spends up to B queries asking

the platform to label shared public images.

2. build a proxy
Train 5 proxy models on the platform's

answers (KnockoffNets). They inherit its cat

→ dog mistakes.

3. create one perturbation per class
On the proxies, optimise a perturbation δ

cat

that pushes every cat photo toward “cat”.

4. apply perturbation to misclassified
images
Members add δ

cat
 to their cat photos before

uploading. No retraining, no more queries.

Works effectively when used for corrective action
aimed at fixing misclassified images
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Experimental Results
CIFAR-10, CIFAR-100, FairFace · We use bottom 10%

performing classes as misclassified class. 

1. subgroup accuracy rises with query
budget and transfers across
architectures  Even at the smallest budget

the subgroup accuracy beats the unperturbed

baseline. Also a smaller collective proxy can be

used to generate pertubation for larger platform

model.

2. It's cheaper to pool data and generate
proxy than individually trying to correct
the errors. when users pool their data, they

only spend the query budget once and can

reuse the generated perturbations, which leads

to around 100x-300x savings on total queries

used by the collective. 
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Limitations
→ Some tasks are the harm. Gender

recognition from faces can erase trans and

non-binary people (Keyes 2018;

Scheuerman et al. 2019). Making it more

accurate doesn't fix that the harm itself in

this case alternative option would be to

use refusal or opt-out (Zong & Matias

2024).

→ The pertubation only fits the model it was

built on. A platform update can break it

and platforms could also deploy defences

against it.

Full references are on the back of the sheet after

opening the zine.

Note: There are a lot of simplifications in this zine and
we would highly recommend reading our paper and the

original works mentioned here if want to know more

about these works. All illustrations were drawn by

Meghana Bhange. Claude Design was used to generate

template and formatting for the zine

want to read our paper? →
meghanabhange@hey.com
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